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Agenda 

• JPL Radio Array Initiative: Scalable Data 
Archiving 

• Case Study: KAT-7 Archiving System/U.S. 
Replicated Archive 

• Case Study: NRAO Experience 

• Future Work 
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And you are? 
 
 
 
 
 
 
 
 
 
 

• Apache Member involved in 
– OODT (VP, PMC), Tika (VP,PMC), Nutch (PMC), Incubator (PMC), 

SIS (Mentor), Gora (PMC), Airavata (Mentor), cTAKES (Mentor), 
Any23 (Mentor) 

• Senior Computer Scientist at 
NASA JPL in Pasadena, CA 
USA 

• Software 
Architecture/Engineering 
Prof at Univ. of Southern 
California  
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Square Kilometre Array (SKA) 

• What is it? 

– Next generation radio 
astronomy instrument 
that will be built jointly 
by South Africa and 
Australia to image the 
sky like never before 

• What’s the status? 

– Currently in design 
phase, will be built over 
the next decade  

• Why do you care 
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Credit: http://scienceray.com/astronomy/stunning-square-

kilometer-array/ 



SKA: Key Science 
Key Science for the SKA 
(a.k.a. m- and cm-(  astronomy) 

Strong-field Tests of Gravity 
with Pulsars and Black Holes 

Galaxy Evolution, Cosmology, & 
Dark Energy 

Origin & Evolution of 
Cosmic Magnetism 

Emerging from the Dark Ages & 
the Epoch of Reionization 

The Cradle of Life & Astrobiology 
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Radio Initiative: Archiving 

• Initiative Lead: Dayton Jones; Champion: Robert Preston 

• We will define the necessary data services and underlying 

substrate to position JPL to compete for and lead “big data” 

management efforts in astronomy, specifically, SKA, HERA, 

SKA precursors, and NRAO.  

 

• Perform prototyping and deployment to demonstrate JPL’s 

leadership in the “big data” and astronomy space. 

 

• Collaborate on Data Products and Algorithms from Adaptive 

Data Processing task 

 

• Establish partnerships with major SKA potential sites and pre-

cursor efforts (South Africa, Australia) 
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JPL “Big Data” Initiative 
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• The Big Picture 
• Astronomy, Earth science, planetary science, life/physical 

science all drowning in data 

• Fundamental technologies and emerging techniques in 
archiving and data science 

• Largely center around open source communities and 
related systems  

• Research challenges (adapted from NSF) 
• More data is being collected than we can store 

• Many data sets are too large to download 

• Many data sets are too poorly organized to be useful 

• Many data sets are heterogeneous in type, structure 

• Data utility is limited by our ability to use it 

 

• My Focus: Big Data Archiving 
• Research methods for integrating intelligent  

algorithms for data triage, subsetting, summarization 

• Construct technologies for smart data movement 

• Evaluate cloud computing for storage/processing 

• Construct data/metadata translators “Babel Fish” 

 



Some “Big Data” Grand Challenges 
• How do we handle 700 TB/sec of data coming off the wire when we 

actually have to keep it around? 
– Required by the Square Kilometre Array 

 

• Joe scientist says I’ve got an IDL or Matlab algorithm that I will not 
change and I need to run it on 10 years of data from the Colorado 
River Basin and store and disseminate the output products 
– Required by the Western Snow Hydrology project 

 

• How do we compare petabytes of climate model output data in a 
variety of formats (HDF, NetCDF, Grib, etc.) with petabytes of remote 
sensing data to improve climate models for the next IPCC assessment? 
– Required by the 5th IPCC assessment and the Earth System Grid and NASA 

 

• How do we catalog all of NASA’s current planetary science data? 
– Required by the NASA Planetary Data System 

 

Image Credit: http://www.jpl.nasa.gov/news/news.cfm?release=2011-

295 

Copyright 2012. Jet Propulsion Laboratory, California Institute of 

Technology. US Government Sponsorship Acknowledged. 
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–Framework for rapidly and unobtrusively 
integrating science algorithms  

 

–Research study identifying set of 
appropriate/inappropriate data movement 
technologies for  
big data systems 

 

–Cloud computing research study  
spaceborne and airborne missions and 
 ground based sensors 

 

–Extensions to JPL-led Apache Tika and Apache 
OODT technologies to handle data formats by 
modern big data  systems 
 

Technologies/Thrusts 
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Apache OODT 
• Entered “incubation” at the Apache 

Software Foundation in 2010 

• Selected as a top level Apache Software 

Foundation project in January 2011 

• Developed by a community of participants 

from many companies, universities, and 

organizations 

• Used for a diverse set of science data 

system activities in planetary science, 

earth science, radio astronomy, 

biomedicine, astrophysics, and more 

 

 

OODT Development & user community includes:  

 

http://oodt.apache.org 
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Sponsored by: 

Samsung is at the Consumer

Electronics Show in Las Vegas

showing off a new series of

multifunction monitors that are able to

view 3D content, too. (3D glasses

included).

NASA To Host Open Source Summit
The agency plans to bring experts together March 29-30 to discuss open source policy and how

NASA can better support the community.

By Elizabeth Montalbano InformationWeek

March 15, 2011 11:37 AM

NASA will continue its support of the open source community by hosting its

first-ever summit around the technology.

The agency's Ames Research

Center in Mountain View, Calif.

will be the location for the

two-day Open Source Summit

2011, March 29-30, during which

NASA expects to host engineers,

policy makers, and members of

the open source community to

discuss how the agency can

bolster its participation and make

more contributions to the sector.

NASA has several key goals for the meeting, which include a

discussion of the challenges "within the existing open source policy

framework and [to] propose modifications to facilitate NASA's

development, release, and use of software," according to the

agency.

The agency also hopes to develop a formal way to support

collaboration with the public for its development of open source

technology and explore its options to release and develop software

under different open source licenses, it said.

Other goals include weighing the opportunity for NASA to

participate in open source software governance bodies and

learning about best practices used by private organizations and

other federal agencies to participate in the open source community.

NASA has lined up a host of speakers for the two-day summit from both open source companies and

vendors with strong ties to it, including Mozilla Labs, IBM, and Red Hat. The agenda will include sessions on

licensing and government restrictions, as well as governance and risk assessments, according to NASA.

The federal government has been embracing open source technology as a cost-effective and flexible way to

deploy Web sites and other IT systems for some time. In April 2010, the White House made its first

contributions to the community by donating code to the Drupal project, an open source content management

system on which WhiteHouse.gov is built. It followed that up with the release of even more software to

Drupal in February.

NASA has been one of the agencies at the forefront of the government's open source push. The space

agency contributed core technology for its cloud computing platform, Nebula, to OpenStack, an open source

cloud computing initiative launched last year.
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Why Apache and OODT? 
• OODT is meant to be a set of tools to 

help build data systems 
– It’s not meant to be “turn key”  

– It attempts to exploit the boundary 
between bringing in capability vs. 
being overly rigid in science 

– Each discipline/project extends 

 

• Apache is the elite open source 
community for software developers 
– Less than 100 projects have been 

promoted to top level (Apache Web 
Server, Tomcat, Solr, Hadoop) 

– Differs from other open source 
communities; it provides a 
governance and management 
structure 
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Governance Model: Merit 

 

 

 

 

 

• NASA and other government  
agencies require foundation/ 
structure 
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• All Core components implemented as web services 

– XML-RPC used to communicate between components 

– Servers implemented in Java 

– Clients implemented in Java, scripts, Python,  PHP and web-apps 

– Service configuration implemented in ASCII and XML files  

 

 

OODT Core Components 
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Getting back to SKA… 
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• U.S. National Science Foundation does not 
highly prioritize SKA responding to Astro 2010 
Decadal Survey: New Worlds,  
New Horizons 

 

• Taking a “wait 5 years and see”,  
approach 

• How do we work with South Africa 
and other countries on SKA? 



Case Study: KAT-7 

• SKA Banff 
Meeting, 2011 

• Jasper Horrell and 
Simon Ratcliffe 
express need for US  
Archive for MeerKAT 

• Joe Lazio and 
Chris Mattmann 
decide it’s good fit for 
NSF SI^2 – establish  
U.S. based archive 
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Credit: Jasper Horrell, Simon Ratcliffe 



MeerKAT: the Science 
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Transients and Pulsars with MeerKAT (TRAPUM):  This project aims to explore the time 

domain sky at radio wavelengths and simultaneously search for radio pulsars that might be 

suitable for subsequent high precision timing observations, such as those envisioned by the 

MeerKAT Key Science Project on Radio Pulsar Timing. 

A MeerKAT H I Survey of Fornax:  This project aims to explore the impact of the environment 

on galaxy properties, probed via the H I 21 cm hyperfine transition, in a low X-ray luminosity 

cluster typical of the environment of most galaxies. 

MeerGAL: A MeerKAT High Frequency Galactic Plane Survey:  This project exploits the 

southern hemisphere location of MeerKAT (see below) to conduct a survey for previously 

unrecognized young H II regions and young stars, map the structure of the Galaxy using H II 

regions, and study anomalous microwave emission that potentially arises from spinning dust 

grains. 

MeerKAT International GigaHertz Tiered Extragalactic Exploration (MIGHTEE) Survey:  

This project aims to construct radio luminosity functions, by conducting deep radio continuum 

observations, in order to track over cosmic time the contribution of accretion (onto active 

galactic nuclei [AGN]) versus fusion (from star formation) to galaxy luminosities. 

Table 1. Mapping between the Science Frontier Areas of the NWNH  and MeerKAT Large Projects. 

Science Frontier Area Question or Discovery Area MeerKAT Large Project 

Discovery 

Gravitational wave astronomy 
Key Science Project on 
Radio Pulsar Timing 

Time-domain astronomy TRAPUM, ThunderKAT 
Astrometry VLBI with MeerKAT 
Epoch of Reionization MESMER 

Origins 

What were the first objects to 
light up the Universe and when 
did they do it? 

MESMER 

What is the fossil record of 
galaxy assembly and evolution 
from the first stars to the present 

Deep H I Field, 
MHONGOOSE, H I Survey 
of Fornax 

Understanding the 
Cosmic Order 

How do baryons cycle in and out 
of galaxies � ? 

Deep H I Field, 
MHONGOOSE, H I Survey 
of Fornax, Absoption Line 
Survey 

How do black holes work and 
influence their surroundings? 

MIGHTEE 

How do massive stars end their 
lives? 

ThunderKAT, TRAPUM 

How do rotation and magnetic 
fields affect stars? 

Key Science Project on 
Radio Pulsar Timing, 
TRAPUM 

What controls the mass-energy-
chemical cycles within galaxies? 

MeerGAL 

Frontiers of Knowledge What controls the masses, spins, 
and radii of compact stellar 
remnants? 

Key Science Project on 
Radio Pulsar Timing, 
TRAPUM 

U.S. Based MeerKAT projects and their relationship to Astro 2010 area 



Planned nominal archive 
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Establishing a U.S. archive is  
good because… 

• Bandwidth limitations in South Africa will make 
sharing the MeerKAT data with U.S. PIs difficult 

• JPL team has significant expertise in the study and 
evaluation of selecting the best data movement 
technologies for dissemination 
– MSST 2006, Mattmann Dissertation, IEEE IT Pro 2011, SECLOUD 2011 

• JPL team are the leaders of first NASA data 
management technology (OODT) to be stewarded at 
Apache, making software co-development with 
South Africa amenable and tech transfer easy 

– South Africans (Bennett) already embracing OODT 
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Early prototype: KAT-7 
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Archive, and Co-I Bennett has already started developing the Archive in the Apache OODT 

framework. We will describe our proposal to expand on this early work in the following Section. 

D.3 Engineering The MeerKAT/KAT-7 Replicated Archive 

We anticipate building on our existing experience in developing an OODT-based KAT-7 

ingestion system for the South Africa SKA project. We describe our existing efforts along these 

lines in Section D.3.1. Expanding these efforts will involve erecting a KAT-7 data ingestion 
system in the U.S., which will evolve to a system for MeerKAT, and we describe that process in 

Section D.3.2. In Section D.3.3, we describe curation of some of the data products and metadata 

identified to date for KAT-7 and for MeerKAT, including HDF-5 based correlator data (7 dish 

system), Fringe Finder correlator data (two dish system), and Holography data (single dish 
system). To erect the U.S. based archive, we will need to overcome significant data movement 

challenges that we describe in Section D.3.4. Section D.3.5 describes some of our existing work 

in using Apache OODT to couple CASApy [McMullin et al., 2006] processing with the archive 

that can be leveraged in our proposed effort and rounds out the section. 

D.3.1 Early Prototype Experience 

Co-I Bennett and PI Mattmann have already begun work on a prototype deployment of the 

Apache OODT crawler framework and OODT File Manager for the KAT-7 prototype, as 

demonstrated in the middle-right portions of Figure 3. Correlator data and correlator-specific 
sensor data is ingested by K7 Capture component and written into an HDF-5 file [Anderson et 

al., 2011; Fortner, 1998] that is created in the data staging area (shown in the middle portion of 

Figure 3). After successfully writing the initial HDF-5 file, it is augmented with relevant sensor 

data that is collected from the KAT sensor data store.  

Once the augmentation process is complete, the HDF-5 file is made available to the OODT 

Crawler daemon. The OODT Crawler is a high powered XML-RPC-based component that uses 

Apache Tika [C. Mattmann and Zitting, 2011] and its MIME detection capabilities to identify the 

HDF-5 file in the staging directory. MIME detection can be based on regular expressions; digital 

 
Figure 3. Prototype deployment of Apache OODT for the KAT-7 array. 

Credit: Tom Bennett, SKA; Chris Mattmann, JPL 



Establishing the U.S. archive 
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• Deploy OODT at JPL 

• Data movement from Cape Town to the U.S. (researching data movement 

approaches) 

• Rapidly and easily stand up archive technology in the US and disseminate 

• Collaborate on updates with Cape Town 

Credit: Tom Bennett, SKA; Chris Mattmann, JPL 



Synergistic efforts in Astronomy 

• November 2010: JPL Hosts Peter Quinn and Andreas Wicenic  

– Presents data management strategy to ICRAR and discusses potential 
opportunities for collaboration 

• December 2010: JPL presents to Duncall from SKA Program Office on data 
management work packages 

• April 2011: JPL works with NRAO EVLA to develop OODT prototype (Bryan 
Butler) – next portion of talk will highlight this 

• September 2011: JPL presents at NRAO ALMA Science Software Leads 
workshop on OODT: NRAO desires to leverage OODT in pipeline 

• January 2012: JPL Co-PI on MIT Haystack Observatory NSF MRI proposal to 
support reconfigurable, adaptable array (RAPID): Colin Lonsdale 

• February 2012: JPL reaches out to Murchison Widefield Array (MWA) 
scientists: Melanie Johnston-Hollitt and Lisa Harvey-Smith 

• February 2012: JPL re-engages NRAO: NRAO EVLA collaboration continues 
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U.S. National Radio Astronomy 
Observatory (NRAO) 

• Explore JPL data system expertise 
– Leverage Apache OODT 

– Leverage architecture experience 

– Build on NRAO Socorro F2F given in April 2011 and 
Innovations in Data-Intensive Astronomy meeting in 
May 2011 

• Define achievable prototype 
– Focus on EVLA summer school pipeline 

• Heavy focus on CASApy, simple pipelining, metadata 
extraction, archiving of directory-based products 

• Ideal for OODT system 
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Architecture 
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Demonstration Use Case 

• Run EVLA Spectral Line Cube generation 
– First step is ingest EVLARawDataOutput from Joe 

– Then fire off evlascube event 

– Workflow manager writes CASApy script dynamically 
• Via CAS-PGE 

– CAS-PGE starts CASApy 

– CASApy generates Cal tables and 2 Spectral Line Cube 
Images 

– CAS-PGE ingests them into the File Manager 

• Gravy: UIs,Cmd Line Tools, Services 
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Results: Workflow Monitor 
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NRAO and EVLA 

• Extended Very Large Array has deployed 
Apache OODT for its data reduction pipeline 

 

• Working to enable more portions of Apache 
OODT (currently only using Workflow 
Manager) 

 

• Evaluating Apache OODT for data ingestion 
and archiving 
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Wrap-up 

• JPL’s efforts in Scalable Data Mining for Big 
Data and the SKA 

 

• Successful collaboration with SKA South Africa 
and NRAO 

 

• Open Source Big data management 
framework from Apache (“Apache OODT”) 
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Thanks!  

 

• Questions, more information: 

• @chrismattmann 

• Email: skadc-dev@jpl.nasa.gov 
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