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DOE Leadership
Computing Facility

A Established in 2004 as a collaborative, multi-lab

i ni tiative fAdaatheed ScientificD OEOG s

Computing Research program

A Operates as one facility with two centers, at
Argonne and at Oak Ridge National Laboratory

A Deploys and operates at least two advanced
architectures that are 10-100 times more
powerful than systems typically available for
open scientific research

A Fully dedicated to open science to address the
ever-growing needs of the scientific community

5  Argonne Leadership Computing Facility
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COMMON RULES FOR DOE NATIONAL
SCIENTIFIC USER FACILITIES

AOpen to all
I No restriction on organization, funding source, nationality,

or research area

AAccess through peer-reviewed proposal process
I Project must enable breakthrough science
I Rapid discretionary access available

ATwo ways to fipayo
I Publish significant scientific results
I Pay cost recovery to keep everything proprietary

AExpert support
I Dedicated staff help to users utilize unique resources
I Collaborative work with domain experts

_'} U.S. DEPARTMENT OF _ Argonne National Laboratory is a

/ U.S, Department of Energy laboratory A
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ALCF FOCI

LEADERSHIP COMPUTING

A Maintain a High-Performance Computing system
for the largest, most complex modeling and simulations

A Maintain storage, networking and software

EXPERT SUPPORT

A Computational scientists that are domain scientists who
translate problems to computational representations

A Performance engineers port and optimize code for
massively parallel machines

NEXT GENERATION MACHINES AND SOFTWARE
A Work with vendors to develop the next generation of HPC

A Design, procure and install cutting edge computing

_77- U.S. DEPARTMENT OF Argonne National Laboratory is a
& LA U.S. Department of Energy laboratory
& EN ERGY managed by UChicago Argonne. L LLC.




ALCF ALLOCATION PROGRAMS

INCITE T INNOVATIVE AND NOVEL COMPUTATIONAL
IMPACT ON THEORY AND EXPERIMENT

A Yearly call with computational readiness and peer reviews

A Open to all domains and user communities

ALCC 1 ASCR LEADERSHIP COMPUTING CHALLENGE
A Yearly call with peer reviews
A Focused on DOE priority

DI RECTORGS DI SCRETI ONARY PROGR/
A Rapid allocations for project prep and immediate needs

EARLY SCIENCE PROGRAM

EXASCALE COMPUTING PROJECT

HPC4ENERGYINNOVATION

PROPRIETARY PROJECTS

Argonne &




ALCF SYSTEMS EVOLUTION
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IBM BG/L IBM BG/P IBM BG/Q Intel-Cray XC40 | DGX A100
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PEAK PERFORMANCE

44 Petaflop DP

NVIDIA GPU

A100

AMD EPYC PROCESSOR

Milan 7543

PLATFORM

HPE Apollo Genl10+

Compute Node

1 AMD Milan processor;

4 NVIDIA A100 GPUs; Unified
Memory Architecture; 2 fabric
endpoints; 2 NVMe SSDs

GPU Architecture
NVIDIA A100 GPU; HBM stack

CPU-GPU Interconnect
CPU-GPU: PCle
GPU-GPU: NVLink

System Interconnect
HPE Slingshot 11; Dragonfly
topology with adaptive routing

Network Switch
25.6 Tb/s per switch, from 64i 200
Gb/sports (25 GB/s per direction)

Programming Models
CUDA, MPI, OpenMP, C/C++,
Fortran, DPC++

Node Performance
78 TF

System Size
560 nodes

Polaris

Argonne Leadership Computing
Facility

Pre-Exascale Supercomputer




21,248

CPUs

Fabric

Peak Peak ) 10.9PB
Injection Bisection
Bandwidth Bandwidth

2.12 0.69
PB/s PB/s

DDR Capacity

5.95PB/s

Peak DDR BW

Storage

230PB

DAQOS Capacity

1.36PB 8.16PB
HBM CPU HBM GPU
Capacity Capacity
30.5PB/s 208.9PB/s
Peak HBM BW CPU Peak HBM BW GPU
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#2 Ranking on .
Top500
Crossed
Exascale barrier
with 1.012 EF/s
~87% of the
system .

#1 Ranking - | N
fastest Al N 5’612;TF/S
supercomputer ~ ° ~98.5% ofthe
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ALCF Al Testbhed

Cutting-edge Al accelerators for science

GroqRack (Available for
Allocation Requests)

GrogRack Inference
System Size: 72 Accelerators (9
nodes x 8 Accelerators per node)

Compute Units per Accelerator:
5120 vector ALUs

Performance of a single
accelerator (TFlops): >188 (FP16)
>750 (INT8)

Software Stack Support:
GrogWare SDK, ONNX

Interconnect: RealScale TM

U.S. DEPARTMENT OF _ Argonne National Laboratory is a
NERGY U.S. Department of Energy laboratory
Managed by Argonne UChicago, LLC

Cerebras CS-2 (Available
for Allocation Requests)

Cerebras CS-2 Wafer-Scale Cluster
WSE-2

System Size: 2 Nodes (each with a
Wafer scale engine) including
Memory-X and Swarm-X

Compute Units per Accelerator:
850,000 Cores

Performance of a single
accelerator (TFlops): >5780 (FP16)

Software Stack Support: Cerebras
SDK, Tensorflow, Pytorch

Interconnect: Ethernet-based
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SambaNova Dataflow
(Available for Allocation
Requests)

SambaNova DataScale SN30

System Size: 64 Accelerators (8
nodes and 8 accelerators per
node)

Compute Units per Accelerator:
1280 Programmable compute units

Performance of a single
accelerator (TFlops): =660 (BF16)

Software Stack Support:
SambaFlow, Pytorch

Interconnect: Ethernet-based

= = =l

il

Graphcore Bow Pod64
(Available for Allocation
Requests)

Graphcore Intelligent Processing
Unit (IPU)

System Size: 64 Accelerators (4
nodes x 16 Accelerators per node)

Compute Units per Accelerator:
1472 independent processing units

Performance of a single
accelerator (TFlops): >250 (FP16)

Software Stack Support: PopArt,
Tensorflow, Pytorch, ONNX

Interconnect: IPU Link

Habana Gaudi-1

Habana Gaudi Tensor Processing
Cores

System Size: 16 Accelerators (2
nodes x 8 Accelerators per node)

Compute Units per Accelerator: 8
TPC + GEMM engine

Performance of a single
accelerator (TFlops): >150 (FP16)

Software Stack Support: Synapse
Al, TensorFlow and PyTorch

Interconnect: Ethernet-based

Argonne Lefdership
Computing Facility

Argonne 4
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ALCF Al Testbhed

Advancing science with HPC and Al

A

ALCF Al pathfinding effort provides insights on cutting-edge Al
technology and how it improves science outcomes

Evaluates the usability and performance of machine learning-based
applications running on these accelerators
A adeep learning accelerator, reconfigurable dataflow units,
intelligent processing unit- (IPU) based systems

Ongoing work is guiding the facility toward a future marked by
extreme heterogeneity in the compute: CPUs, GPUs, Al, and other
accelerators

Eventual integration with traditional HPC resource and ALCF




A
Contribution
to Science

To prepare for future exascale
systems, the ALCF is driving a
new paradigm for scientific
computing.

A

Modeling &

Simulation

Used to study things that are too
big, too small, or too dangerous to
study in a laboratory setting.

Data .
Science

Researchers can glean insights
from very large datasets produced
by experimental, simulation, or
observational methods.

Machine A
Learning

A type of artificial intelligence that
trains computers to discover hidden
patterns in data to make novel
predictions without being explicitly
programmed.
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In 2023 multiple organizations in Europe, Japan, and the U.S. began to explore the feasibility of
collaborationto build TrillionParameterFoundation ModelsF 2 NJ { OA Sy OS X

E -
TRILLION PARAMETER CONSORTIUM
(TPC) 4N

2§ gLyl G2 odzat REE———
most powerful FMs for
Sclence

These models need to be
exemplars of responsible Al

We have created the TPCan
iInformal, virtual consortiumg
to help dO th|S https://tpc.dev

Trillion Parameter ConsortiumRPC.dev



https://tpc.dev/

Trillion Parameter Consortium TPC

TPC Goals TPC Operating Principles

ABuildingan open communityof ATransparency
researchers creating statef-the-art AFairness, and
large-scale generative Al models for

science and engineering, AEthical Al practices, including
Aincubating, launching, and facilitating o _ _
coordination and collaboration for TPC goals and principles align with

specific projects building such models, scientific and government guidelines,
and promoting transparency, mitigating

ACreating a global networlof resources  bias, ensuring trustworthiness,
and expertise to facilitate teaming and  protecting privacy, fostering

training of nextgeneration Al collaboration, and embracing
adaptability in ourAl development.

researchers.



https://tpc.dev/

Open Science Foundation Models

A Initially with textual interface that would respond to scientific prompts
A Single modebr Mixture/Combination of Experts (scale: ~1 T parameter)

Downstream
Scientific & Text and Code Scientific Tasks
Engineering Datasets Corpora

Scientific
Mathematics General Text Discovery
Biology Media
Materials News %) _ :
Chemistry Humanities § RS
Particle Physics History =
Nuclear Physics Law S .

i I Inverse Design
Computer Science Digital Libraries Open Science S .
Climate OSTI Archive Training Foundation 2
Medicine Scientific Journals Model 2 Code Optimization
Cosmology arXiv a
Fusion Energy Code repositories 3
Accelerators Data.gov =3 Accelerated
Reactors PubMed < Simulations
Energy Systems Agency Archives o
Manufacturing g
Q Autonomous
2 Experiments
CoDesign

Figure inspired by Bommasani, Rishi, Drew A. Hudson, Ehsan Adeli, Russ Altman, Simran Arora, Sydney von Arx, Michael S. Bernstein et al. o )
"On the opportunities and risks of foundation models." arXiv preprint arXiv:2108.07258 (2021). Trillion Parameter ConsortiuniRC.dev
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TPC SLACK GROWTH

[t O1 Aa ¢t/ Qa t

Data-general-text-code-web Architecture-and-compute- Computer-science
performance

Downstream-instruct-tuning-  Software-stack-libraries-
rihf-chat runtime-performance

Data-preparation-and-pipelines

Biology-biochemistry-drugs

Climate-environment-ecology

Engineering-energy-mechanics

Safety-Trustworthiness

Inference-optimization

Pretraining-runtime-mixing-
monitoring

Ethics

Policy-open-source-open-
data-open-models

Growing-Training-the-Al-
Community

Fundamental-physics-cosmology LLMs-for-Scientific-Software

Platform-xxx
(quick-start guides and tutorials specific to
HPC platforms.)

Materials-chemistry-nanoscience

Many private channels used by

Accelerators-Living_docs
specific project teams.

«'\'\'\««'\'\«

Enables diverse groups to: AN p\' Qr» SR Q@ & p'

A Collectively evaluate rapid advances and developments. Qq,”-’ Qq, Qq, Q@ Q@ Qq, Qq, Qq, Qq,
: - e D R R A P A DL

A Share intermediate results, challenges, insights

A Coordinate to reduce duplication, such as in building data sets, evaluating models, etc.

A Enable groups to collaborate around specific platforms and software stacks

Trillion Parameter Consortium (TPC.dev)
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Example Focus Areas (1)

Model Architecture and Performance
Evaluation

Architectures for LLMs are continuously
evolving. Variants of transformers, their
mixture-of-expertsbased extensions, and state
space models are being proposed on a weekly
basis. Frameworks such as Megattdil and
DeepSpeedand their various forks each cover a
different subset of architectures, distributed
parallelism, and compute/memory/IO
optimizations. Determining the optimal
architecture for training a trillion parameter
model on scientific data, and the best
FNFYSEg2N] G2 FOO2YLIX A&
Exascale platforms is critical for the creation of
a new class of Al models for a broad range of
scientific applications.

Prasanna Balaprakash (ORNL)
Rio Yokota (TiTech)
IrinaRish(UdeM/MILA)

Data, Training Workflows, LLM
strategies

In the era of exponential data growth, this
session addresses critical challenges and
innovative strategies in harnessing vast
datasets needed for training large language
models (LLMs) in domains such as
chemistry/materials, biology, climate science,
and high energy physics. This session will
discuss the complexities of developing a data
focused infrastructure, including streamlined
data curation pipelines, the refinement of data
curation practices, and the application of pre
aining<niethodd@ogiesii 2 viRllledplaré how the
incorporation of domairspecific knowledge

into these processes can significantly enhance
the performance and applicability of LLMs in
scientific research, emphasizing the critical role
of targeted data selection and preparation in
advancing Al capabilities.

Neeraj Kumar (PNNL)
lan Foster (Argonne)

Skills, Safety, and Trust Evaluation

One of the main thrusts behind the rapid
evolution of LLMs is the availability of
benchmarks that assess the skills and
trustworthiness of LLMs. Not only do they
enable a rigorous evaluation of LLMs skills and
trustworthiness from accepted metrics, but
they also generate competition between LLM
developers. While several
frameworks/benchmarks have emerged as de
facto standards for the evaluation of general
purpose LLMsHleutherAl Harness and HELM
for skills,DecodingTrustor trustworthiness),

only very few of them specifically are related to
science.

Franck Cappello (Argonne)
Bo Li (UChicago)
Javier AuléBlascqBSC)

Trillion Parameter Consortium (TPC.dev)
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Example Focus Areas (2)

Growing and Training the Community

In the last two years, Al models at
unprecedented scales have rapidly emerged,
transforming science and engineering while
catalyzing new interdisciplinary collaborations.
This rapid advancement underscores the urgent
need to equip the global workforce with Al
expertise, highlighting the dual challenge and
opportunity of training, upskilling, and
diversifying an Ateady workforce. International
collaboration is crucial, offering a pathway to
significantly enhance the disciplinary and cultural
diversity in Al data and models. The
diversification of perspectives across culture,
gender, beliefs, race, and other facetsis
essential for evolving Al's role in humto:
technology interactions.

Valerie Taylor (Argonne)
Fabrizio Gagliardi (BSC)
GabriellaScipiong CINECA)

Bioinformatics/Cancer/Drugs Early Experiences in Using LLMs for
Scientific Software Use Cases

Given the shared interests and the broader It is well known that generative Al performs
implications for how LLMs can potentially alter poorly for scientific code generation because of
the scope of biological research, the goal of this sparsity of training data and lack of

group is to catalyze discussions and build understanding about how to pose questions. A
collaborations along the directions of: (1) how to systematic study is needed of what it takes to
build shared datasets for creating a rich repertoirgenerate reliable code from generative Al.

of downstream evaluation tasks for foundation Additionally, two kinds of knowledge synthesis
models; (2) discuss and develop shared strategiese needed; one for improving the training of
for model sharing and scoping across diverse  the models, and one for training software
biological applications; and (3) evaluate developers and engineers to harness the power
approaches towards incorporating robust of generative Al. Several groups have
strategies to reflect implicitly on the bias and experimented with various aspects of code
trust/safety into the context of biological data. Wegeneration and translation. We bring together
will be extensively working on developing these early experimenters to present their
benchmark data and evaluation suites along withexperiences and insights to seed further

Ideas on how models are being developed acrossdiscussions about using LLMs for code

the community today. generation and translation.
Arvind Ramanathan (Argonne) AnshuDubey (Argonne)
MphamedWahib(RlKEN) Pete Beckman (Northwestern)
Miguel Vasquez (BSC)) Valerie Taylor (Argonne/UChicago)

Trillion Parameter Consortium (TPC.dev)
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TPC Member Organizations

A*STAR

Al Singapore

AIST

Allen Institute For Al

Amazon Web Services, Inc. (AWS)
AMD

Argonne National Laboratory
Australian National University
Barcelona Supercomputing Center
Brookhaven National Laboratory
CalTech

CEA

CSCS

Cerebras Systems

CINECA

CSC i IT Center for Science
CSIRO

Deep Forest Sciences

ETH Zrich

Fermilab National Accelerator Lab
Flinders University

Fujitsu Limited

Groq

Harvard University

HPE

Indiana University

INESC TEC

Updated June 22, 2024

Inria

Intel

Julich Supercomputing Center

Kotoba Technologies, Inc.

LAION

Lawrence Berkeley National Laboratory
Lawrence Livermore National Laboratory
Leibniz Supercomputing Centre

Los Alamos National Laboratory

Max Planck Computing & Data Facility (MPCDF)
Microsoft Research

National Center for Supercomputing Applications
National Energy Technology Laboratory
National Renewable Energy Laboratory
National Supercomputing Centre, Singapore
NCI Australia

New Zealand eScience Infrastructure
Northwestern University

NVIDIA

Oak Ridge National Laboratory

Pacific Northwest National Laboratory
Pawsey Institute

Princeton Plasma Physics Laboratory
Princeton University

RIKEN

Rutgers University

SambaNova

Sandia National Laboratories

Seoul National University

SLAC National Accelerator Laboratory

Sony Research

Stanford University

STFC Rutherford Appleton Laboratory, UKRI
Stonybrook University

SURF

Texas Advanced Computing Center

Thomas Jefferson National Accelerator Facility
Together Al

Tokyo Institute of Technology

Université de Montreal

University of Buffalo

University of California San Diego / SDSC
University of Chicago

University of Delaware

University of lllinois Chicago

University of lllinois Urbana-Champaign
University of Michigan

University of New South Wales

University of Southern California / ISI
University of Tokyo

University of Toronto / Acceleration Consortium
University of Utah

University of Virginia

University of Washington

Trillion Parameter Consortium (TPC.dev)
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REINVENTING

Trilhon Parameter Consortium Worksh
Accelerating Al for Science

Isc HPC

High Performance

Session:l ExtremeScale AlI+HPC for Science and the Trillion glayls, 20CZ4. .
Parameter Consortium (TPC) ongress enter Hamburg

Session 2: Exemplars of Open Collaborations in Large Al
Models for Science and Growing the Community

e s .. ol /
Speakers

Rick Stevens, Argonne/UChicago Valerie Taylor, Argonne/UChicago
TorstenHoefler, ETHZ/CSCS Noah Smith, Al2)Washington
AlexandraKourfalj EuroHPQU JensdDomke RIKEN
S F Charlie Catlett, Argonne/UChicagt Fabrizio Gagliardi, BSC

ISC 2024 | MAY 12 - 16 | HAMBURG GERMANY | #ISC24


https://tpc.dev/

TPC European | Barcelona, Spain
Kick-Off Workshop T 19-21 June 2024

Barcelona

Supercomputing

Center

Centro Nacional de Supercomputacion

Over 180 Participants
From 17 countries

Link to workshop agenda,
presentations, and
summaries
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https://tpc.dev/
https://tpc.dev/tpc-european-kick-off-workshop/agenda/

Eight Working Groups Met in Barcelona

Model
Architecture &
Performance

Evaluation
(MAPE)

Growing and

Training the

Community
(GTAC)

Bioinformatics /
Cancer / Drugs
(BCD)

Al Hardware
Acceleration
Strategies at Scal
(HARD)

Data, Training,
Workflows, & LLM

Skills, Safety, &
Trust Evaluation

Strategies
(DTW) (SST)
Earl_y Experience: LIV Cor
using LLMs for
Scientific Software Healthcare
' (LLMHC)

(SOFT)

Trillion Parameter ConsortiurmRC.dev
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Aldentify concrete projects that require multiple groups for success.
ARoughlyguarterly handson, multiday work sessions for those groups

A¢1 £ f 1 FyRaé g2N}aealLla f A1S GKAA
ADay 1: team work sessions (open to active members of collaborations)
ADay 2: teams continue in parallel with-RI € G dzi 2 NRA I £ & 6 Ay U N
ADays 34: a workshop like this one (breakouts, plenaries)

AScheduling for these is just starting
AEarly 2025 in Japan, joint wittnPex

AExploring feasibility of work sessions more frequently
Alnvitation only with participation limited to optimize for hands work
AFirst hackathon af\rgonne National Laboratory in October 2024
ASecond hackathon at CEland in Helsinki, May 2025.

Trillion Parameter ConsortiurmRC.dev
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https://docs.google.com/document/d/186_L7YIs-VWHelHq6b1a59DmHRHVnzUU4G8CVfI28dM/edit?usp=sharing

AuroraGPT

ALarge Language Model for Science
Alnteractivity of ChatGPT

ATraining from science publications and data (graphs, datasets, etc.)
I Goal of one trillion parameters
I Training on Aurora, optimized for Intel PVC

ALooking into multi-modal queries and results
AArgonne-led with external collaborators

* ' ENEIIGY
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AAuroraGPTvorking groups:

A01 Planning (over the horizon prototyping)

A02 Data Organization, Preparation, Representation
A03 Model Development and training (pteining)
A04 Evaluation (skills, trustworthiness, safety)

AO05 Posttraining (fine tuning, alignment)

A06 Inference and Deployment for Eval and Use
A07 Distribution

A08 Communication

7\'% U.S. DEPARTMENT OF
.7/ ENERGY




Frontier Al for Science, Security and
Technology (FASST)

Thanks to Rick Stevens



Global Techno-Economic Landscape

1. Al is rapidly becoming th@ominate driver/signal of techneeconomic progress and
competition in the next decade

2. Al is pervasive and is becoming ubiquitoasross dozens of economically critical
domains

3. Massive competition/positioning in Aktween western democracies, seraligned
petro-states and adversariadino-russianplayers

4. Al provides state and nestate actors with theotential for non-linear progress in
technological, economic and national security domains

5. US s theslear leader in commercial Avith dominate consumer facing systems

6. US government isnder investing in norcommercial nondefense frontier Al
systems development and adoption

7. US government focus has beenmitigating Al riskgather than exploiting
advantage through strategic investments in rmammercial Al capabilities

(%:‘ ';::‘:i’:};f‘;_._ U.S. DEPARTMENT OF

#/ENERGY
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A Operates_the most capable scientific computing
aeausSYa [YyR U0KS g2NI RQa
advanced experimental facilities

A Responsible foSnuclear security through deep
partnerships across government

A Largest producer of classified and unclassified
scientific data in the world

A Strongest foundation combininghysical, _
biological, environmental, energy, mathematical
and computing sciences

A Largest scientific workforce in the free world

A Strong ties with private sector technology and
energy organizations and stakeholders

A Private sector Al efforts alone will not address
the deep scientific and national security
requirements of DOE use cases.

P NTER

—-,
- p—




Driving U.S.
Innovation in
Artificial Intelligence

A ROADMAP FOR ARTIFICIAL INTELLIGENCE POLICY
IN THE UNITED STATES SENATE

The Bipartisan Senate
Al Working Group

Majority Leader Chuck Schumer
Senator Mike Rounds

Senator Martin Heinrich
Senator Todd Young

May 14th SENATE ROADMAP



https://arxiv.org/pdf/2108.07258.pdf

FOUNDATION MODEL

({ﬁ*ﬁ"\ U.S. DEPARTMENT OF
{#)ENERGY




