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DOE SC

Advanced Scientific
Computing Research
User Facilities

The Advanced Scientific Computing
Research (ASCR) program leads
the nation and the world in
supercomputing, high-end
computational science, and
advanced networking for science.

ALCF and OLCF make up
the DOE Leadership
Computing Facility

Argonne Leadership
Computing Facility
(ALCF)

Oak Ridge Leadership
Computing Facility
(OLCF)
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Research Scientific
Computing Center
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Energy Sciences
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COMMON RULES FOR DOE NATIONAL
SCIENTIFIC USER FACILITIES

= Opento all
— No restriction on organization, funding source, nationality,
or research area

= Access through peer-reviewed proposal process
— Project must enable breakthrough science
— Rapid discretionary access available

= Two ways to “pay”
— Publish significant scientific results
— Pay cost recovery to keep everything proprietary

= Expert support
— Dedicated staff help to users utilize unigue resources
— Collaborative work with domain experts

7%, U.S. DEPARTMENT OF _ Argonne National Laboratery is a
‘.""A’ ENERGY U.S. Department of Energy laboratory Ar On ne
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ALCF FOCI

LEADERSHIP COMPUTING

= Maintain a High-Performance Computing system
for the largest, most complex modeling and simulations

= Maintain storage, networking and software

EXPERT SUPPORT

= Computational scientists that are domain scientists who
translate problems to computational representations

» Performance engineers port and optimize code for
massively parallel machines

NEXT GENERATION MACHINES AND SOFTWARE
= Work with vendors to develop the next generation of HPC

= Design, procure and install cutting edge computing

Argonne National Laboratory is a
U.S. Department of Energy laboratory
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ALCF ALLOCATION PROGRAMS

INCITE — INNOVATIVE AND NOVEL COMPUTATIONAL
IMPACT ON THEORY AND EXPERIMENT

= Yearly call with computational readiness and peer reviews

» Open to all domains and user communities

ALCC — ASCR LEADERSHIP COMPUTING CHALLENGE

= Yearly call with peer reviews
» Focused on DOE priority

DIRECTOR’S DISCRETIONARY PROGRAM

» Rapid allocations for project prep and immediate needs
EARLY SCIENCE PROGRAM
HPC4ENERGYINNOVATION

PROPRIETARY PROJECTS
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ALCF SYSTEMS EVOLUTION
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PEAK PERFORMANCE

44 Petaflop DP

NVIDIA GPU

A100

AMD EPYC PROCESSOR

Milan 7543

PLATFORM

HPE Apollo Gen10+

Compute Node

1 AMD Milan processor;

4 NVIDIAA100 GPUs; Unified
Memory Architecture; 2 fabric
endpoints; 2 NVMe SSDs

GPU Architecture
NVIDIAA100 GPU; HBM stack

CPU-GPU Interconnect
CPU-GPU: PCle
GPU-GPU: NVLink

System Interconnect
HPE Slingshot 11; Dragonfly
topology with adaptive routing
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Network Switch
25.6 Tb/s per switch, from 64-200
Gb/sports (25 GB/s per direction)

Programming Models
CUDA, MPI, OpenMP, C/C++,
Fortran, DPC++

Node Performance
78 TF

System Size
560 nodes

Polaris

Argonne Leadership Computing
Facility

Pre-Exascale Supercomputer
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ALCF Al Testbed

Cutting-edge Al accelerators for science

GrogRack (Available for
Allocation Requests)

GrogRack Inference
System Size: 72 Accelerators (9
nodes x 8 Accelerators per node)

Compute Units per Accelerator:
5120 vector ALUs

Performance of a single
accelerator (TFlops): >188 (FP16)
>750 (INT8)

Software Stack Support:
GrogWare SDK, ONNX

Interconnect: RealScale TM

', U.S. DEPARTMENT OF _ Argome National Laboratory is a
ENERGY U berimria ok

Cerebras CS-2 (Available
for Allocation Requests)

Cerebras CS-2 Wafer-Scale Cluster
WSE-2

System Size: 2 Nodes (each with a
Wafer scale engine) including
Memory-X and Swarm-X

Compute Units per Accelerator:
850,000 Cores

Performance of a single
accelerator (TFlops): >5780 (FP16)

Software Stack Support: Cerebras
SDK, Tensorflow, Pytorch

Interconnect: Ethernet-based
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SambaNova Dataflow
(Available for Allocation
Requests)

SambaNova DataScale SN30

System Size: 64 Accelerators (8
nodes and 8 accelerators per
node)

Compute Units per Accelerator:
1280 Programmable compute units

Performance of a single
accelerator (TFlops): >660 (BF16)

Software Stack Support:
SambaFlow, Pytorch

Interconnect: Ethernet-based
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Graphcore Bow Pod64
(Available for Allocation
Requests)

Graphcore Intelligent Processing
Unit (IPU)

System Size: 64 Accelerators (4
nodes x 16 Accelerators per node)

Compute Units per Accelerator:
1472 independent processing units

Performance of a single
accelerator (TFlops): >250 (FP16)

Software Stack Support: PopArt,
Tensorflow, Pytorch, ONNX

Interconnect: IPU Link

Habana Gaudi-1

Habana Gaudi Tensor Processing
Cores

System Size: 16 Accelerators (2
nodes x 8 Accelerators per node)

Compute Units per Accelerator: 8
TPC + GEMM engine

Performance of a single
accelerator (TFlops): >150 (FP16)

Software Stack Support: Synapse
Al, TensorFlow and PyTorch

Interconnect: Ethernet-based

Argonne Le§dership
Computing Facility
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NATIONAL LABORATORY




ALCF Al Testbed

Advancing science with HPC and Al

« ALCF Al pathfinding effort provides insights on cutting-edge Al
technology and how it improves science outcomes

« Evaluates the usability and performance of machine learning-based
applications running on these accelerators
« adeep learning accelerator, reconfigurable dataflow units,
intelligent processing unit- (IPU) based systems

« Ongoing work is guiding the facility toward a future marked by

extreme heterogeneity in the compute: CPUs, GPUs, Al, and other
accelerators

« Eventual integration with traditional HPC resource and ALCF

§7A%, U.S DEPARTMENT OF _ Agome National Laboratory is a
% [ ENERGY U.S. Department of Ener Lbordtory
it Managed by Argonne UChicago, LLC
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Contribution
to Science

To prepare for future exascale
systems, the ALCF is driving a
new paradigm for scientific
computing.

§7L%, U.S- DEPARTMENT OF _ Agome National Laborauort;is a
5 %) § NERGY U.S. Department of Ener boratory
= Managed by Argonne UChicago, LLC
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Modeling &

Simulation

Used to study things that are too
big, too small, or too dangerous to
study in a laboratory setting.

Data .
Science

Researchers can glean insights
from very large datasets produced
by experimental, simulation, or
observational methods.

Machine A
Learning

A type of artificial intelligence that
trains computers to discover hidden
patterns in data to make novel
predictions without being explicitly
programmed.
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AuroraGPT

» Large Language Model for Science
= Interactivity of ChatGPT

* Training from science publications and data (graphs, datasets, etc.)
— Goal of one trillion parameters

— Training on Aurora, optimized for Intel PVC
* Looking into multi-modal queries and results
= Argonne-led with external collaborators

* ENEIGY

Cvtets Pachant
intel

24 Argonne &




Argonne’s Work on a Foundational Model

* AuroraGPT working groups:

* 01 Planning (over the horizon prototyping)

* 02 Data Organization, Preparation, Representation
* 03 Model Development and training (pre-training)
e 04 Evaluation (skills, trustworthiness, safety)

* 05 Post-training (fine tuning, alignment)

* 06 Inference and Deployment for Eval and Use

e 07 Distribution

* 08 Communication

f?\ U.S. DEPARTMENT OF
(2)ENERGY




Frontier Al for Science, Security and
Technology (FASST)

Thanks to Rick Stevens



Global Techno-Economic Landscape

1. Alis rapidly becoming the dominate driver/signal of techno-economic progress and
competition in the next decade

2. Al is pervasive and is becoming ubiquitous across dozens of economically critical
domains

3. Massive competition/positioning in Al between western democracies, semi-aligned
petro-states and adversarial sino-russian players

4. Al provides state and non-state actors with the potential for non-linear progress in
technological, economic and national security domains

US is the clear leader in commercial Al with dominate consumer facing systems

6. US government is under investing in non-commercial non-defense frontier Al
systems development and adoption

7. US government focus has been on mitigating Al risks rather than exploiting
advantage through strategic investments in non-commercial Al capabilities

"3, U.S. DEPARTMENT OF

“/ENERGY




<
>
O
-
)
o)
4y}
)
0p)
-
(D)
(O
D
T?
-
@)
-
| -
®)
(O
| -
*e
m
QN
Q)
&

Driving U.S.
Innovation in
Artificial Intelligence

A ROADMAP FOR ARTIFICIAL INTELLIGENCE POLICY
IN THE UNITED STATES SENATE

The Bipartisan Senate
Al Working Group

Majority Leader Chuck Schumer
Senator Mike Rounds

Senator Martin Heinrich
Senator Todd Young

May 14th SENATE ROADMAP



DOE’s Unique Position for Al Leadership

* Operates the most capable scientific computing experimental facilities and
supercomputers

systems and the world’s largest collection of
advanced experimental facilities

* Responsible for US nuclear security through deep
partnerships across government

* Largest producer of classified and unclassified
scientific data in the world

» Strongest foundation combining physical,
biological, environmental, energy, mathematical
and computing sciences

* Largest scientific workforce in the free world

e Strong ties with private sector technology and
energy organizations and stakeholders

* Private sector Al efforts alone will not address
the deep scientific and national security
requirements of DOE use cases.
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Foundation Models for Science — Opportunities

* FMs can summarize and distill knowledge - extract
information from million of papers into compact
computing representation - Plg)l networks, materials
compositions, code kernels, biological function, etc.

* FMs can synthesize - combine information from multiple
sources - generate small programs for specific tasks -
guantum computing programs using QISkit & Cirq,

erivations for applied physics, code for visualization and
animation, etc.

* FMs can generate plans, solve Iogic problems and
write experimental protocols for robots - powering self-
driving labs, generate strategies for problem solving, and
planning for testing hypotheses

* FMs can generate hypotheses to be tested and
erhaps eventually new theories for exploration - a
ull-time shared scientific assistant that learns from
across all of science is possible

Can ChatGPT be used to generate scientific hypotheses?
Yang Jeong Park'?, Daniel Kaplan®, Zhichu Ren*, Chia-Wei Hsu*, Changhao Li', Haowei Xu', Sipei Li'
and Ju Li'**

! Department of Nuclear Science and Engineering, h Institute of Technology, 77
Massachusetts Avenue, Cambridge, MA 02139, USA
? Institute of New Media and Communications, Seoul National University, 1 Gwanak-ro, Gwanak-gu, Seoul
08826, Republic of Korea
* Department of Condensed Matter Physics, Weizmann Institute of Science, Rehovot 7610001, Israel
# Department of Materials Science and i M Institute of T¢ 77

Massachusetts Avenue, Cambridge, MA 02139, USA
“Corresponding Author: liju@mit.edu

In a university or research institute, a significant portion of fresh ideas arises out of discussions.
Can talking to ChatGPT-4,' OpenAl’s latest chatbot, create genuinely interesting scientific
hypotheses?

In the past, only humans d i sting hypoth Comp have been used to perform
numerical simulations or even to prove theorems, like the four-color theorem in 1976%. But making
ing lab testable b

g le hypotheses with artificial intelligence (AI) seems far-fetched, until
recently.

We are a collaborative group of experimental and theoretical researchers in physical sciences and
engineering. G ive Pre-trained T} (GPT-4), released on March 14, 2023, is a large
language model (LLM) significantly bigger than its predecessor GPT-3 released in 2020 (already
with 1.75x10"" parameters). GPT-4 neural network was trained on a text corpus of books,
webpages, academic papers from various disciplines, discussion forums, etc., up to September
2021. After experimenting with GPT-4 in our own research domains in materials chemistry,
physics and quantum information, we find that ChatGPT-4 is knowledgeable, frequently wrong,
and interesting to talk to. In other words, not unlike a college professor or a colleague.

To make everything concrete, our operative definition of “genuinely i ing scientific
hypotheses™ is (a) whether after a conversation, some experienced practitioner of a field can feel

1

After experimenting with GPT-4 in our own research domains in materials chemistry, physics and quantum
~Information, we find that ChatGPT-4 is knowledgeable, frequently wrong, and interesting to talk to. In other
i@g words, not unlike a college professor or a colleague. https://arxiv.org/pdf/2304.12208.pdf
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FASST Goals and Outcomes

* Ensure US (DOE) leads the world in technical capability for its
missions in Science, Energy and National Security

* Create, deploy and sustain world leading ”frontier” Al systems and
applications for DOE mission areas to provide advantage to US and
partners

* Increase productivity and capabilities of the DOE laboratories,
academic, agency and international partners

* Develop an Al-forward workforce for DOE
* Discovery Science — accelerate and improve effectiveness

* Energy Transition — accelerate, reduce risk, improve translation
* National Security — anticipate risk, mitigate risks, accelerate mission

A7, u.S. DEPARTMENT OF
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Key points efforts in the FASST program

* Data — aggregating, cleaning, curating, transforming the many
100’s of petabytes of scientific data for Al training/testing, target
of 1000 Trillion tokens

* Platforms - investing to create new platforms for training and
inference, investments to push 1000 Al EF @100MW, deployment
of multiple Al frontier training platforms and many Al inference
optimized systems — distinct from general HPC

* Models —ramping up to train order dozen domain oriented FMs
each year to cover science, energy and national security

* Applications - downstream adaptation of models for 100’s-1000’s
of DOE use cases

A7, u.S. DEPARTMENT OF
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FASST Targets

Data effort must produce tokens on schedule or whole effort will be rate limited
on data preparation

* Laborandinference intensive = 100 T tokens in first few years
e Common data APIs are needed, but not waste time on unneeded software/standards

To train ~10 Frontier FMs per year will require building out of significant Al
training resources to avoid cannibalizing LCFs

* Need 10x current Exascale Al flops in next few years = 200 Al EFs (a few sites)

Inference hardware capacity is critical
* Needto serve models/apps for development and production
* Will need thousands of inference servers = 200 Al EFs (deployed at ~10 sites)

Large increase in staff are needed across the FASST program

 Much of the work in building and deploying FMs and applications is “engineering” and a
project framework is needed to both manage to schedule and to integrate the hundreds of
activities = 2000 FTEs

Applications need to be deployed to get productivity boost

* Applications development should start now with open models and swap FMs as better ones
become available = 100 frontier Al based applications

* Modular architecture with plug-in APls are needed to avoid silos

A7, u.S. DEPARTMENT OF
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Integrated Research Infrastructure
(IRI)

Thanks to Tom Uram



The 2023 ASCAC Facilities assessment report emphasized the
importance of an integrated facility ecosystem for DOE science

Recommendation 2: Science demands integration. We
advocate viewing ASCR facilities not as isolated entities,
but as integral components of a single, larger integrated
computational ecosystem..., with a single governance
model.

... Further, this integrated ecosystem is required for
programs of other agencies, and industry. Its critical role in
bolstering national scientific and technological capabilities,
as well as its status as a model internationally, cannot be
overstated.




