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El Capitan is the latest in a long line of top (NVIDIA) (AMD)

supercomputers at LLNL -~ "
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How do we get ready for the
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El Capitan is testing ten years of strategic software investment

Suite of large
multiphysics codes
written for distributed

How well will
codes optimized

on NVIDIA GPU
memory CPU systems
now need to run on system run on
AMD APU system?
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A tale of two multiphysics codes

ARES MARBL

* Established production code (~30 years old) Next-generation code designed for

« C/C++, integrated with 60+ libraries in C, portability. Part of the Multiphysics on
C++ and Fortran. Advanced Platforms Project (MAPP).

 ALE-AMR hydrodynamics C++17, plus Fortran 2003/2008 (Miranda)

» High-order Eulerian hydrodynamics ALE rad-hydro w. highly modular design:
* RAJA and MFEM for portable kernels

* Umpire for portable allocators and memory pools

* Roughly ~5000 loops with limited hotspots.

e Significant downtime was not an option, nor
was rewriting major portions.

* Refactored in place for GPUs using RAJA and
UMPIRE.

« MFEM for portable (manual) memory movement

* 50+ third party libraries

High-order finite difference Eulerian option
* OpenMP (Offload) for portable kernels, memory

* Umpire for memory pools

Lawrence Livermore *R. Rieben, K. Weiss et. al., "The Multiphysics on Advanced Platforms Project. LLNL report," LLNL-TR-815869, December 2020.
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Portability tools were developed to ease GPU readiness

* The RAJA Portability Suite aids performant portable
(single source) development

* RAJA: C++ kernel execution abstractions, reducers
* Umpire: Memory management API

* CHAI: Copy-hiding C++ array abstractions

* camp: Low-level C++ metaprogramming facilities

 BLT was developed to simplify building across
architectures

e CMake-based foundation for HPC

 Caliper enables always on, low overhead annotations for Diverse hardware ecosystem
measuring performance

* Integrates with vendor profilers
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An example: porting the TN burn module to
heterogenous architectures

Algorithm 1: ComputeTNBurn Algorithm 2: DeviceComputeTNBurn
forall elements Exchanged order of — forall materials _
forall materials — °per3:;’t"°~°'r itz"a:‘it‘:‘w for | [ Switohto 0PU »blast _forall elements x quad points | [ —— =
forall qua,d pO'I,’r enabled Macros ComPUte P, T'i) Te il kernel, looping
Compute p, T;, Te forall species over larger
number of
forall speciess | Compute n; entries
L Compute n; compute data » Advance Selene state for all eldxqpents x quad points
Advance Selene state for all quad points= .i..cntsina blast_forall elements x quad pot
forall quad points single call / Compute ¢S;, ¢S,
Compute ¢Sz, ¢S€ forall species All.ocated using
forall species | Store dn,/dt Umr:;r::z :;Ironopool;ary
| Store dns/dt B

- /

Use shared teams
for some
blast_forall
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Not a one size fits all approach
Application teams adapt common components to their use cases

* LLNL application teams focused on common technology and collaboration to harden it.

* Teams met regularly to coordinate porting priorities, share experiences and lessons learned,
and establish performance expectations.

* Integration of RAJA Suite into codes took multiple forms, each approach driven by a desire to
keep individual application codes familiar/comfortable to development teams; e.g.,

CARE_STREAM_LOOP(i, @, numFaces) { ALE3D: hides RAJA & C++ lambda
FO[i] = f(mass[i]); expression syntax

} CARE_STREAM_LOOP_END

for_all zones< parstream > ( domain, ARES_LAMBDA(int zone) { Ares: hides RAJA, but exposes
y[zone] += a * x[zone] ; C++ lambda expressions & exec
} ) policies
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ase study: adoption of Umpire facilitates lower
GPU memory usage

Memory use of Marbl ALE-Hydro Benchmark Over Time

(lower is better)

192

+ w Temporary * Umpire has halved device memory
Il Permanent : .
e e usage though smarter lifetime
ENodes management

 Temporary ”pool” is empty between
timesteps and is shared with other
libraries

128 ------------------------------------------------------------------------------------------------------------------------------------------------
Exclusively for the GPU runtime

* Temporary use compounds memory

o reductions in multiphysics simulations

Device Memory Usage (GB)

 Umpire use in dependencies was
coordinated during bimonthly WSC
GPU readiness meetings.
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Umpire adoption allows us to run the same problem on few compute resources; benefits compound in multiphysics settings
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Early access hardware was critical in preparing
codes for El Capitan

Work first started in 2020 on a series of
small AMD GPU based systems:

* 2020: rz whamo (AMD MI60)

* 2021:rznevada (AMD MI100)
* 2022 rzvernal (AMD MI250)

* 2024 rzadams (AMD MI300A)
* 2024 tuolumne (AMD MI300A)

e Tuolumne was teams’ first access to
more than a handful of compute nodes
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