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JUPITER CONTRACT ANNOUNCEMENT   3.10.2023



JUPITER BUILDING BLOCKS



JUPITER MODULES

JUPITER Booster (~1ExaFLOP/s)

ω~125 Racks BullSequana XH3000

ωNode design

ω~6000 nodes, 4× NVIDIA CG1 per node

ωCG1: NVIDIA Grace-Hopper

ω72 Arm Neoverse V2 cores

(4×128b SVE2); 120 GB LPDDR5

ωH100 (132 SMs); 96 GB HBM3

ωNVLink C2C (900 GB/s)
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JUPITER BOOSTER BLADE  OVERVIEW
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JUPITER ï BOOSTER COMPUTE NODE ARCHITECTURE

ωARM Neoverse V2

ωSVE2/NEON (4x 128 bit vector op)

ω72 cores @ ~2.4GHz (~3.2 GHz turbo)

ω120 GB LPDDR5X (8 channels)

ωÓ450 GB/s

ω~150 ns latency

ωH100

ω47.5 TFLOP/s (HPL Rmax single GPU)

ω90 GB HBM3

ωÓ3600 GB/s

ω~450 ns latency

ω4× NVIDIA Grace-Hopper in SXM5 Board (4× 680W)

ω4× NVIDIA InfiniBand NDR200

ω480 GB LPDDR5X / 360 GB HBM3 (usable)

ωNVLink 4

ωGPU-GPU 150 GB/s per dir, CPU-GPU 450 GB/s per dir, CPU-CPU 100 GB/s per dir

ωCG4 Motherboard (4× CG1 GH module + 4× CX7 HCA assembly)

ωAll NVIDIA, except the BMC

Node Specs

CPU Specs GPU Specs
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ExaFLASH: 29PB (raw) NVMe, IBM SSS6000

ExaSTORE: 308PB (raw) HDD*, IBM SSS6000

ExaTAPE: 370PB Tape*, LTO9

*Upgrade budget available, depending on demand



JUPITER ï EXAFLASH  (SCRATCH)

ωGross Capacity: 29 PB; Net Capacity: 21 PB

ωBandwidth: 2.1 TB/s Write, 3.1 TB/s Read

ω20× IBM SSS6000 Building Blocks (40 servers)

ω2× NDR400 per server

ω48× 30 TB NVMe drives per block

ωIBM Storage Scale (aka Spectrum Scale/GPFS)

ωManager and Datamover Nodes

ωExclusive for JUPITER

ωIntegrated into InfiniBand fabric
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JUPITER ï EXASTORE (HOME/DATA)

ωGross Capacity: 308 PB; Net Capacity: 210 PB

ωBandwidth: 1.1 TB/s Write, 1.4 TB/s Read

ω22× IBM SSS6000 Building Blocks (44 servers)

ω2× NDR200 per server

ω7× JBOD enclosures, each with 91x 22 TB Spinning 

Disks per Building Block (14014 disks)

ωIBM Storage Scale (aka Spectrum Scale/GPFS)

ωManager and Datamover Nodes

ωExclusive for JUPITER

ωIntegrated into InfiniBand fabric

TCO contribution from JSC, not part of the JUPITER procurement
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JUPITER ï EXATAPE (BACKUP/ ARC)

ω369 Petabyte Tape Capacity

ωProcurement Q3/Q4 2024, 2Mú Invest

ω2 x IBM TS4500 with LTO9

ωTS1 in DC 16.4 

ω11 Frames

ω15x LTO 9 tape drives

ω10240 LTO9 media

ωTS2 in DC 16.3

ω11 Frames

ω15x LTO9 tape drives

ω10260 LTO9 media

TCO contribution from JSC, not part of the JUPITER procurement
DATENSYSTEME
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ExaFLASH: 29PB (raw) NVMe, IBM SSS6000

ExaSTORE: 308PB (raw) HDD*, IBM SSS6000

ExaTAPE: 370PB Tape*, LTO9

*Upgrade budget available, depending on demand



JUPITER ï INTERCONNECT

ωNVIDIA Mellanox InfiniBand NDR/NDR200

ωNVIDIA Quantum-2 switches

ωNVIDIA Connect-X7 HCAs

ωDragonfly+ topology

ω27 Dragonfly groups

ωWithin each group: full fat tree

ω51000 links, 102000 logical ports, 25400 endpoints, 867 switches

ωAdaptive Routing

ωIn-network processing on switch level (SHARPv3), tentatively 

One Network to Rule Them All


