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ÅThis being Texasé

ÅThe new TACC datacenter 

means UT-Austin is in 5 

Congressional Districts, 

despite spanning less than 

20 miles J. 

ÅTACC is in three districts!

Å(7 if you count the coastal 

facility and the 

observatory)

Before We Talk About 

TACC
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What is TACC? 
Å We are the UT and UT System Research Computing Facility

Å We are also the largest NSF-funded national computing 

center for open science (As well as NIST, NASA, NIH, 

DARPA, DOD, etc.)

Å *Research* Computing

Å High Performance/ Supercomputing

Å AI 

Å Analytics/Big Data

Å 200+ Dedicated staff

Å Altogether, ~20k servers, >1M CPU cores, 1k GPUs

Å About seven billion core hours over several million jobs per 

year ï for 3,000 projects and ~40,000 users per year. 
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While we are a national provider,  we have *by far* the most computing resources of any University 

in the country (and often the world) ï in speed, diversity, support, real science capability, etc. 

No one will catch us in the 2020s (without an investment in the hundreds of millions). 



Who uses TACC? 
Å At UT, about 70% of NSF grant recipients , and >50% of NIH grant recipients , are TACC 

Users. 

Å Around the country, users doing unclassified research at more than 400 institutions use TACC 

on over 3,000 projects for year. 

Å Including a number of startups; large industry use us more for tech pathfinding. 

Å Since itôs inception in 2001, TACC has had well over 120k users ï 100k+ of which are students. 

Å >30k use the resources in any given year. 

Å TACC users have 4 Nobel prizes , many Gordon Bell prizes, and countless ñfirst of its kindò 

computational achievements. 

Å Access to TACC is provided through a variety of programs: 

Å NSF ACCESS and NSF Leadership Computing Programs and NAIRR Pilot (National AI Research Resource). 

Å UT-Austin and UT-System programs. 

Å Direct investment from partner institutions (Texas A&M, Texas Tech, North Texas, etc.). 

Å Direct contracts through other agencies (though NSF provides some courtesy time to NIH, DOE, NASA, etc.). 
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Who uses TACC? 

ÅOn our 4 largest systems, our many users submit 477 jobs an hour. 

Å Thatôs a new submission every 7.5 seconds, 24x365

Å A ñjobò can be 1-2,048 servers, for up to 48 hours of runtime. 

ÅParadoxically, this is our greatest strength and weakness. 

Å As our usage is effectively 100%, 365 days a year, we are incredibly cost effective ï replacing TACC with 

commercial cloud resources would cost $400M-$500M *per year* for UT. 

Å Our number one user complaint is wait time.  Also in the top 5 is limiting run time to 48 hours.  

Å But with a 48 hour limit, and a submission every 7.5 seconds, weôd need to be able to run 23,000 jobs concurrently 

to have no wait time.  Iôd need 80,000 servers -- $2B in hardware, and the power footprint of 5x all of UT. 

Å If we doubled the runtime, Iôd need twice that to keep wait time low J. 
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How Are We Funded? 

Å In the last 20 years, we have attracted well 

over one billion dollars in National Science 

Foundation funding. 

Å And tens of millions in other federal funding. 

ÅCurrent commitments from the NSF are 

another ~billion over the next 10 years. 

ÅLast year, our research expenditures were 

>$100Mé this year will be over $200M. 
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In a typical year, 85-90% of our funding is external. For 2025:  

 Fed funding $90M 

 UT base budget is $2.4M 

 One time funds last year of $6M for AI-related hardware (CGAI and faculty hiring) 

 UT System ~$2M as part of a 5 year investment to support the other campuses. 

 

 



The NSF Leadership Class Computing Facility

ÅA more capable follow-on to the 

current (aging) NSF leadership 

systems

ÅA more holistic  and collaborative 

view of how we support ñleadership 

applicationsò. 

ÅA long term investment to match the 

science missions we support. 
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ÅLiterally, in this building. 

ÅThis Ranch will take us past an Exabyte. 

ÅThe last Ranch was to do 100PB (2018).  

The one before, about 10PB.  The one in 

2006 was to do about 1PB. 

ÅAnd people ask why I donôt worry about 
deleting old data.  

Å Data from last ~3 years: 90% of all data

Å All data generated by humanity since the 

dawn of time until ~3 years ago: 10% of all 

data. 

ÅSome scaling laws still work. 

The New Archive System is in Production.



Our ñBridgeò between Frontera and Horizon

ÅVista (Gigabyte/NVIDIA) 

ÅARM CPUs (not x86!) 

ÅMore AI-focused

Å 600 ñGrace-Hopperò Nodes

Å 260 ñGrace-Graceò Nodes

Å VAST Filesystem

Å NextGen Infiniband. 

ÅEntered production summer 2024

ÅSmooth Migration, 

Å 697,000 jobs as of this morning
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ÅAccelerated: 2,000 GPU nodes with a Grace socket and two Blackwell 
GPUs, 800Gb Infiniband (non-blocking). 

ÅCPU:  4,750 Vera-Vera nodes, with two 88-core Vera sockets, 400Gb 
Infiniband. 

ÅPrimary compute capability will be : 

Å ~300 PF double precision (10x Frontera) (15-20x for most apps). 

ÅMore with emulation?? 

Å ~10 EF òTF32ò precision.

Å ~20 EF   bfloat16 precision

Å ~80EF INT4/TF4, if you are into that kind of thing. 

ÅAll nodes built in the new Dell Integrated Rack infrastructure

ÅShared filesystem, Infiniband connected, roughly 400 usable PB, 100% 
Solid State.  (8/16TB/s W/R).

Horizon (The First LCCF System) 
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Horizon Deployment
ÅHorizon will replace Frontera 

(39PF CPU, 2019) 

Å 8,368 CPU compute nodes

Å 90 GPU (360GPUS) compute nodes

Å Frontera used 6MW, Horizon will 

be double that. 

ÅSo this year has been about 

building a new home, which is 

now about complete. 

ÅPartnered with Sabey 

Datacenters in Round Rock, TX 

to build out a hall to our specs. 
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Our New Facility: Built to support 

250KW/cabinet

September 2025 

Underfloor cooling install

October 2025 

Raised floor install
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ÅAs we are using the NVIDIA Blackwell ñNVL-4ò shelf, we arenôt limited to 72 GPUs per 

cabinet.

Å Also, they will weigh 6,000lbs with liquid and rear doors. (~2 Honda Civics, depending on your 

trim package). 

ÅHorizon GPU racks will have 144 GPUs, and come in at about 215KW per rack. 

ÅHorizon CPU (Vera) racks will come a little later, but in roughly the same form factor ï 

72 dual-socket nodes per cabinet, >100KW per rack. 

Å28 GPU Racks, 66 CPU racks, 34 storage, switching, management racks, 128 

cabinets total (smaller than Stampede ï but a lot more power). 

ÅEstimating ~13MW

Horizon Racks
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ÅFor me, 1985 was the first year I got a hard drive. 

ÅIôm hopeful 2025 was the last year I get a hard drive. 

ÅHorizon storage is *all solid state*.  

Å From a bandwidth perspective, we will have 25x the total of all  three scratch filesystems 

provided on Frontera.

ÅBut for the small file access patterns we see most of the time, we think we will see even 

more to most apps. 

ÅAndé fingers crossedé the interruption time to do file system issues (even the short non-

fatal ones) should go way down. 

ÅThe primary Horizon storage is VAST 

ÅWe also have deployments of VDURA and WEKA for some other parts of TACC in the 

existing datacenter.

And a Little More on the Storage
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We are currently deploying

ÅAs of January 1. . . 
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We have started to get some Grace -

Blackwell GPUs
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22 Racks on the Floor 4/1/26
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LCCF Updates

Next: John Desantis
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ÅStill lots of space to fill

Å For scale, thatôs Nathaniel -----------------Ą

Next: Jonelle
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Horizon Deployment

ÅHorizon Deployment continues to grow

ÅWe have ~1,500 of the GPUs on site, with more coming this week.

ÅSome nodes are up and cabling is underway
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ÅWhat might  we run on this and future systems?

ÅLast year, I argued that AI was not the end of HPC (still believe that by 

the way).  

ÅWhile I think we will have HPC workloads, AI workloads, Reduced Order 

and Surrogate Models, Iôm now convinced in the ñAgenticò world we will 

run *more* HPC, not less. 

ÅTo explore this, letôs look at more stolen slidesé (courtesy Rick 

Stevens, Argonne).  

The Evolving Workloads
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